
nanochat Architecture: Full Forward Pass
(Karpathy, 2025 — nanochat/gpt.py, forward() lines 398–434)

Input Tokens
t = (t₁, …, t_T) ∈ {0,…,V−1}^T

Token Embedding W_E
x = W_E[t] ∈ ℝ^{T × d_model}

§1
wte(idx)

RMSNorm
Eq. (2), §2

x₀ = x
saved, §5

Transformer Block (× L layers, ℓ = 1, …, L)
for i, block in enumerate(self.transformer.h):

Learnable Residual Scaling
x ← λ_resid^(ℓ) · x + λ_x0^(ℓ) · x₀

Eq. (18), §5

RMSNorm (pre-attn) Eq. (2)

Causal Self-Attention
§4 — CausalSelfAttention.forward()

Q Projection
Q = x̃ W_Q^T

K Projection
K = x̃ W_K^T

V Projection
V = x̃ W_V^T

Eqs. (3)–(5)

Value Embedding
v ← v + g · W_VE[t]

Eqs. (6)–(8), §4.2

RoPE
q,k ← RoPE(q,k; θ=100k)

RoPE
Eq. (9), §3

QK-Norm + Sharpening (α = 1.15)
q̂ = α · RMSNorm(q), k̂ = α · RMSNorm(k)

Eqs. (10)–(11), §4.3

Flash Attention (Causal, Sliding Window)
a_{i,j} = softmax(q̂ᵢ^T k̂ⱼ) · 𝟙[j≤i, i−j < w^(ℓ)]

Eqs. (12)–(15)

§4.4–4.4.1

Output Projection W_O
y = [o₁‖⋯‖o_H] W_O^T

Eq. (16), §4.5

Window Pattern: "SSSL"
w_S=768, w_L=2048
Eqs. (14)–(15)

+ Eq. (19)

RMSNorm (pre-MLP) Eq. (2)

Feed-Forward MLP
§4 — MLP.forward()

W₁ (4× expand)
d → 4d

ReLU² W₂
4d → d

Eq. (17), §4

+ Eq. (20)

← repeat × L
ℓ = 1, 2, …, L

RMSNorm (final) Eq. (2), §2

Language Model Head W_U
z = x W_U^T ∈ ℝ^{T × V} (untied)

§6.3

Logit Softcap (c = 15)
ẑ = 15 · tanh(z / 15)

Eq. (21), §6.1

Cross-Entropy Loss
ℒ = −(1/|𝒯|) Σ log softmax(ẑ)_y

Eq. (22), §6.2

Backprop + Optimizer (§7–8)

AdamW
W_E, W_U, W_VE, λ_resid, λ_x0

§7, with μP LR scaling Eq. (28)

Muon
All 2D matrix params (W_Q, W_K, W_V, W_O, W₁, W₂)

Nesterov → Polar Express → NorMuon → Cautious WD
§8, Eqs. (23)–(31)

Legend

Embedding layers Attention components MLP components RMSNorm (no params)

Learnable scalars Loss computation Residual skip connection x₀ skip (input embedding reuse)

Key design choices vs. GPT-2:

• RoPE instead of learned positional embeddings • RMSNorm (no params) instead of LayerNorm • QK-Norm with α=1.15 sharpening

• ReluSquared instead of GELU • Untied W_E ≠ W_U • Logit softcap at c=15 • Sliding window "SSSL" pattern

• Value embeddings with gated residual (ResFormer) • x₀ skip connection with learnable λ • Muon optimizer for matrices, AdamW for rest


